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Abstract 
Artificial intelligence (AI) researchers have been developing and refining large language models (LLMs) 
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding 
of learning and cognition. The latest model developed by OpenAI, GPT-4 [Ope23], was trained using an 
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version 
of GPT-4, when it was still in active development by OpenAI. We contend that (this early version of) GPT- 
4 is part of a new cohort of LLMs (along with ChatGPT and Google’s PaLM for example) that exhibit 
more general intelligence than previous AI models. We discuss the rising capabilities and implications of 
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and difficult 
tasks that span mathematics, coding, vision, medicine, law, psychology and more, without needing any 
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level 
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of 
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version 
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis 
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more 
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and 
future research directions.
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75.3。将Servlet，Filter或Listener添加到应用程序 
75.3.1。使用Spring Bean添加Servlet，Filter或Listener 
禁用Servlet或Filter的注册 
75.3.2。通过使用类路径扫描添加Servlet，筛选器和监听器 
75.4。更改HTTP端口 
75.5。使用随机未分配的HTTP端口 
75.6。在运行时发现HTTP端口 
75.7。配置SSL 
75.8。配置HTTP / 2 
75.8.1。HTTP / 2与Undertow 
75.8.2。HTTP / 2与Jetty 
75.8.3。HTTP / 2与Tomcat 
75.9。配置访问日志记录2018/3/9 
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75.10。运行在前端代理服务器后面 
75.10.1。自定义Tomcat的代理配置 
75.11。配置Tomcat 
75.12。使用Tomcat启用多个连接器 
75.13。使用Tomcat的LegacyCookieProcessor 
75.14。配置Undertow 
75.15。使用Undertow启用多个监听器 
75.16。使用@ServerEndpoint创建WebSocket端点 
75.17。启用HTTP响应压缩 
76. Spring MVC 
76.1。编写一个JSON REST服务 
76.2。编写一个XML REST服务 
76.3。自定义Jackson ObjectMapper 
76.4。自定义@ResponseBody呈现 
76.5。处理多部分文件上传 
76.6。关闭Spring MVC DispatcherServlet 
76.7。关闭默认的MVC配置 
76.8。自定义ViewResolvers 
77. HTTP客户端 
77.1。配置RestTemplate以使用代理 
记录 
78.1。配置Logback进行日志记录 
78.1.1。为纯文件输出配置Logback 
78.2。配置Log4j进行日志记录 
78.2.1。使用YAML或JSON配置Log4j 2 
79.数据访问 
79.1。配置一个自定义数据源 
79.2。配置两个数据源 
79.3。使用Spring数据存储库 
79.4。Spring配置分离@实体定义 
79.5。配置JPA属性 
79.6。配置Hibernate命名策略 
79.7。使用自定义EntityManagerFactory 
79.8。使用两个EntityManagers 
79.9。使用传统 persistence.xml 文件 
79.10。使用Spring Data JPA和Mongo仓库 
79.11。将Spring数据存储库公开为REST端点 
79.12。配置由JPA使用的组件 
79.13。用两个数据源配置jOOQ 
80.数据库初始化 
80.1。使用JPA初始化数据库 
80.2。使用Hibernate初始化数据库 
80.3。初始化数据库 
80.4。初始化一个Spring批处理数据库 
80.5。使用更高级别的数据库迁移工具 
80.5.1。启动时执行Flyway数据库迁移2018/3/9 
Spring Boot参考指南 
https://docs.spring.io/spring-boot/docs/current-SNAPSHOT/reference/htmlsingle/ 
12/257 
80.5.2。在启动时执行Liquibase数据库迁移 
信息 
81.1。禁用事务处理JMS会话 
82.批量应用程序 
82.1。在启动时执行Spring批处理作业 
83.执行器 
83.1。更改执行器端点的HTTP端口或地址 
83.2。自定义'whitelabel'错误页面 
84.安全 
84.1。关闭Spring Boot安全配置 
84.2。更改UserDetailsS ervice和添加用户帐户 
84.3。在代理服务器后运行时启用HTTPS 
85.热插拔 
85.1。重新加载静态内容 
85.2。重新加载模板而不重新启动容器 
85.2.1。Thymeleaf模板 
85.2.2。FreeMarker模板 
85.2.3。Groovy模板 
85.3。快速应用程序重启 
85.4。重新加载Java类而不重新启动容器 
86.建设 
86.1。生成构建信息 
86.2。生成Git信息 
86.3。自定义依赖版本 
86.4。用Maven创建一个可执行的JAR 
86.5。使用Spring Boot应用程序作为依赖项 
86.6。当可执行jar运行时提取特定的库 
86.7。用排除项创建一个不可执行的JAR 
86.8。远程调试Maven启动的Spring Boot应用程序 
86.9。在不使用的情况下从Ant构建可执行文件 spring-boot-antlib 
87.传统部署 
87.1。创建一个可部署的战争文件 
87.2。为较老的Servlet容器创建一个可部署的战争文件 
87.3。将现有的应用程序转换为Spring Boot 
87.4。将WAR部署到WebLogic 
87.5。在旧的（Servlet 2.5）容器中部署WAR 
87.6。使用Jedis代替生菜 
十，附录 
A.通用应用程序属性 
B.配置元数据 
B.1。元数据格式 
B.1.1。组属性 
B.1.2。属性属性 
B.1.3。提示属性2018/3/9 
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B.1.4。重复的元数据项目 
B.2。提供手册提示 
B.2.1。价值提示 
B.2.2。价值提供者 
任何 
类参考 
处理为 
记录器名称 
Spring Bean参考 
Spring配置文件名称 
B.3。使用注释处理器生成您自己的元数据 
B.3.1。嵌套属性 
B.3.2。添加额外的元数据 
C.自动配置类 
C.1。从“spring-boot-autoconfigure”模块 
C.2。从“spring-boot-actuator-autoconfigure”模块 
D.测试自动配置注释 
E.可执行的Jar格式 
E.1。嵌套JAR 
E.1.1。可执行jar文件结构 
E.1.2。可执行的战争文件结构 
E.2。Spring Boot的“JarFile”类 
E.2.1。与标准Java“JarFile”兼容 
E.3。启动可执行的罐子 
E.3.1。启动器清单 
E.3.2。爆炸档案 
E.4。 PropertiesLauncher 特征 
E.5。可执行的jar限制 
E.6。替代性单罐解决方案 
F.依赖版本 
第一部分Spring Boot文档 
本节简要介绍Spring Boot参考文档。它作为文档其余部分的地图。 
1.关于文档 
Spring Boot参考指南可用 
HTML 
PDF 
EPUB 
最新副本位于docs.spring.io/spring-boot/docs/current/reference。 
本文档的副本可以为您自己使用并分发给其他人，前提是您不收取这些副本的任何费用，并进一步规定每份副本均包含此版权声明，无论是以印 
刷版还是电子版分发。 
2.获得帮助 
如果您在Spring Boot遇到问题，我们希望能提供帮助。 
试用How-to文档。他们为最常见的问题提供解决方案。 
学习Spring基础知识。Spring Boot构建在许多其他Spring项目上。查阅 spring.io网站获取大量参考文档。如果您刚开始使用Spring，请尝试 
其中一个指南。2018/3/9 
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问一个问题。我们用标记的问题监视stackoverflow.com spring-boot 。 
使用Spring Boot在github.com/spring-projects/spring-boot/issues报告错误。 
所有的Spring Boot都是开源的，包括文档。如果您发现文档有问题，或者您想改进它们，请参与其中。 
3.第一步 
如果您正在开始使用Spring Boot或“Spring”，请从以下主题开始 ： 
从头开始： 概览 | 要求 | 安装 
教程： 第1部分 | 第2部分 
运行您的示例： 第1部分 | 第2部分 
4.使用Spring Boot 
准备好真正开始使用Spring Boot？我们有你涵盖： 
构建系统： Maven | Gradle | Ant | 首发 
最佳实践： 代码结构 | @Configuration | @EnableAutoConfiguration | 豆类和依赖注入 
运行您的代码 IDE | 打包 | Maven | 摇篮 
打包您的应用程序： 生产罐子 
Spring Boot CLI： 使用CLI 
5.了解Spring Boot特性 
需要更多关于Spring Boot核心功能的细节？ 以下内容适合您： 
核心特性： SpringApplication | 外部配置 | 配置文件 | 记录 
Web应用程序： MVC | 嵌入式容器 
使用数据： SQL | NO-SQL 
消息： 概述 | JMS 
测试： 概览 | 启动应用程序 | utils的 
扩展： 自动配置 | @条件 
6.转向生产 
当您准备将Spring Boot应用程序推向生产时，我们有 一些您可能会喜欢的技巧： 
管理端点： 概览 | 定制 
连接选项： HTTP | JMX 
监测： 指标 | 审计 | 追踪 | 处理 
7.高级主题 
最后，我们有更多高级用户的几个主题： 
Spring Boot应用程序部署： 云部署 | OS服务 
构建工具插件： Maven | 摇篮 
附录： 应用程序属性 | 自动配置类 | 可执行的罐子 
第二部分。入门 
如果您正在开始使用Spring Boot，或者通常使用“Spring”，请先阅读本节。它回答了基本的“什么？”，“如何？”和“为什么？”的问题。它包括 
Spring Boot的介绍以及安装说明。然后，我们将引导您构建您的第一个Spring Boot应用程序，并讨论一些核心原则。2018/3/9 
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8.介绍Spring Boot 
Spring Boot可以轻松创建可以运行的独立的，生产级的基于Spring的应用程序。我们对Spring平台和第三方库采取自己的看法，以便您尽可能少 
用大惊小怪。大多数Spring Boot应用程序只需要很少的Spring配置。 
您可以使用Spring Boot来创建可以使用 java -jar 或更传统的战争部署来启动的Java应用程序 。我们还提供了一个运行“春天脚本”的命令行工 
具。 
我们的主要目标是： 
为所有Spring开发提供一个更快，更广泛的入门体验。 
立即开始斟酌，但是随着需求开始偏离默认值，快速避开。 
提供大型项目（如嵌入式服务器，安全性，指标，运行状况检查和外部配置）通用的一系列非功能性功能。 
绝对不会生成代码，并且不需要XML配置。 
9.系统要求 
Spring Boot 2.0.1.BUILD-SNAPSHOT需要Java 8或9以及 Spring Framework 5.0.5.BUILD-SNAPSHOT或更高版本。为Maven 3.2+和Gradle 4提 
供了明确的构建支持。 
9.1 Servlet容器 
Spring Boot支持以下嵌入式servlet容器： 
名称 
Servlet版本 
Tomcat 8.5 
3.1 
码头9.4 
3.1 
Undertow 1.4 
3.1 
您也可以将Spring Boot应用程序部署到任何Servlet 3.0+兼容容器。 
10.安装Spring Boot 
Spring Boot可以与“经典”Java开发工具一起使用，也可以作为命令行工具安装。无论哪种方式，您都需要Java SDK v1.8或更高版本。在开始之 
前，您应该使用以下命令检查当前的Java安装： 
$ java -version 
如果您对Java开发不熟悉，或者想要试验Spring Boot，则可能需要先尝试Spring Boot CLI（命令行界面）。否则，请阅读“经典”安装说明。 
10.1 Java开发人员的安装说明 
您可以像使用任何标准Java库一样使用Spring Boot。为此，请 spring-boot-*.jar 在类路径中包含相应的文件。Spring Boot不需要任何特殊的 
工具集成，因此您可以使用任何IDE或文本编辑器。此外，Spring Boot应用程序没有什么特别之处，因此您可以像运行其他任何Java程序一样运 
行和调试Spring Boot应用程序。 
虽然您可以复制Spring Boot jar，但我们通常建议您使用支持依赖管理的构建工具（如Maven或Gradle）。 
10.1.1 Maven安装 
Spring Boot与Apache Maven 3.2或更高版本兼容。如果您尚未安装Maven，则可以按照maven.apache.org上的说明进行操作。 
在许多操作系统上，Maven可以与包管理器一起安装。如果您使用OSX Homebrew，请尝试 brew install maven 。Ubuntu用户 
可以运行 sudo apt-get install maven 。具有Chocolatey的 Windows用户可以 choco install maven 从提升的（管理员） 
提示符运行。 
Spring Boot依赖关系使用 org.springframework.boot groupId 。通常，您的Maven POM文件从 spring-boot-starter-parent 项目中继 
承并向一个或多个“Starter”声明依赖关系。Spring Boot还提供了一个可选的 Maven插件来创建可执行的jar。2018/3/9 
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以下清单显示了一个典型的 pom.xml 文件： 
<？xml version =“1.0”encoding =“UTF-8”？> 
<project xmlns = “http://maven.apache.org/POM/4.0.0” xmlns：xsi = “http：//www.w3 .org / 2001 / XMLSchema-instance“ 
xsi：schemaLocation = ”http://maven.apache.org/POM/4.0.0 http://maven.apache.org/xsd/maven-4.0.0.xsd“ > 
<modelVersion> 4.0.0 </ modelVersion> 
<groupId> com.example </ groupId> 
<artifactId> myproject </ artifactId> 
<version> 0.0.1-SNAPSHOT </ version> 
<！ - 从Spring Boot继承默认值 - > 
<parent> 
<groupId> org.springframework.boot </ groupId> 
<artifactId> spring-boot-starter-parent </ artifactId> 
<version> 2.0.1.BUILD- SNAPSHOT </ version> 
</ parent> 
<！ - 为Web应用程序添加典型的依赖关系 - > 
<dependencies> 
<dependency> 
<groupId> org.springframework.boot </ groupId> 
<artifactId> spring-boot-starter-web </ artifactId> 
</ dependency> 
</依赖> 
<！ - Package as a executable jar - > 
<build> 
<plugins> 
<plugin> 
<groupId> org.springframework.boot </ groupId> 
<artifactId> spring-boot-maven-plugin </ artifactId> 
</ plugin > 
</ plugins> 
</ build> 
<！ - 添加Spring存储库 - > 
<！ - （如果您使用的是.RELEASE版本，则不需要此操作） - > 
<存储库> 
<存储库> 
<id> spring-snapshots </ id> 
< URL> https://repo.spring.io/snapshot </ URL> 
<快照> <启用>真</启用> </快照> 
</存储库> 
<库> 
<ID>弹簧里程碑</ ID> 
< url> https://repo.spring.io/milestone </ url> 
</ repository> 
</ repositories> 
<pluginRepositories> 
<pluginRepository> 
<id> spring-snapshots </ id> 
<url>https://repo.spring.io/snapshot </ url> 
</ pluginRepository> 
<pluginRepository> 
<id> spring-milestones </ id> 
<url> https://repo.spring.io/milestone </ url> 
</ pluginRepository> 
</ pluginRepositories> 
</ project> 
这 spring-boot-starter-parent 是使用Spring Boot的好方法，但它可能并不适合所有的时间。有时您可能需要从不同的父POM 
继承，或者您可能不喜欢我们的默认设置。在这些情况下，请参见 第13.2.2节“使用没有父POM的Spring Boot”，以获得使 
用 import 范围的替代解决方案。 
10.1.2 Gradle安装 
Spring Boot与Gradle 4兼容。如果您还没有安装Gradle，可以按照gradle.org上的说明进行操作。2018/3/9 
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Spring引导依赖可以通过使用 org.springframework.boot group 。通常，您的项目将依赖项声明为一个或多个 “Starter”。Spring Boot提供了 
一个有用的Gradle插件，可以用来简化依赖声明和创建可执行的jar。 
Gradle包装 
当您需要构建项目时，Gradle Wrapper提供了一种“获取”Gradle的好方法。这是一个小脚本和库，与代码一起提交以引导构建过程。有关详 
细信息，请参阅docs.gradle.org/4.2.1/userguide/gradle_wrapper.html。 
以下示例显示了一个典型的 build.gradle 文件： 
buildscript { 
存储库{ 
jcenter（） 
maven {url'https ://repo.spring.io/snapshot' } 
maven {url'https ://repo.spring.io/milestone' } 
} 
依赖关系{ 
classpath'org.springframework.boot ：spring-boot-gradle-plugin：2.0.1.BUILD-SNAPSHOT' 
} 
} 
apply plugin：' java'apply 
plugin：'org.springframework.boot'apply 
plugin：'io.spring.dependency-management' 
罐子{ 
baseName = 'myproject'version 
= '0.0.1-SNAPSHOT' 
} 
存储库{ 
jcenter（） 
maven {url “https://repo.spring.io/snapshot” } 
maven {url “https://repo.spring.io/milestone” } 
} 
依赖关系{ 
编译（“org.springframework.boot：spring-boot-starter-web”） 
testCompile（“org.springframework.boot：spring-boot-starter-test”） 
} 
10.2安装Spring Boot CLI 
Spring Boot CLI（命令行界面）是一个命令行工具，您可以使用它来快速使用Spring进行原型开发。它可以让你运行Groovy脚本，这意味着你有 
一个熟悉的类Java语法，没有太多的样板代码。 
您不需要使用CLI来使用Spring Boot，但它绝对是让Spring应用程序实现最快的最快捷方式。 
10.2.1手动安装 
您可以从Spring软件存储库下载Spring CLI分发版： 
spring-boot-cli-2.0.1.BUILD-SNAPSHOT-bin.zip 
弹簧引导CLI-2.0.1.BUILD-快照bin.tar.gz 
最先进的 快照分布也可用。 
下载完成后，请按照 解压缩归档中的 INSTALL.txt说明进行操作。总之，文件中的目录中有一个 spring 脚本（ spring.bat 用于Windows）。 
或者，您可以使用该文件（该脚本可帮助您确保类路径设置正确）。 bin/ .zip java -jar .jar
[bookmark: _GoBack]

1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of 
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version 
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comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
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1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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Abstract 
Artificial intelligence (AI) researchers have been developing and refining large language models (LLMs) 
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding 
of learning and cognition. The latest model developed by OpenAI, GPT-4 [Ope23], was trained using an 
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version 
of GPT-4, when it was still in active development by OpenAI. We contend that (this early version of) GPT- 
4 is part of a new cohort of LLMs (along with ChatGPT and Google’s PaLM for example) that exhibit 
more general intelligence than previous AI models. We discuss the rising capabilities and implications of 
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and difficult 
tasks that span mathematics, coding, vision, medicine, law, psychology and more, without needing any 
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level 
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of 
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version 
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis 
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more 
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and 
future research directions.

1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and 
future research directions.

1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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Abstract 
Artificial intelligence (AI) researchers have been developing and refining large language models (LLMs) 
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding 
of learning and cognition. The latest model developed by OpenAI, GPT-4 [Ope23], was trained using an 
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version 
of GPT-4, when it was still in active development by OpenAI. We contend that (this early version of) GPT- 
4 is part of a new cohort of LLMs (along with ChatGPT and Google’s PaLM for example) that exhibit 
more general intelligence than previous AI models. We discuss the rising capabilities and implications of 
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and difficult 
tasks that span mathematics, coding, vision, medicine, law, psychology and more, without needing any 
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level 
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of 
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version 
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis 
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more 
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and 
future research directions.

1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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Artificial intelligence (AI) researchers have been developing and refining large language models (LLMs) 
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding 
of learning and cognition. The latest model developed by OpenAI, GPT-4 [Ope23], was trained using an 
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version 
of GPT-4, when it was still in active development by OpenAI. We contend that (this early version of) GPT- 
4 is part of a new cohort of LLMs (along with ChatGPT and Google’s PaLM for example) that exhibit 
more general intelligence than previous AI models. We discuss the rising capabilities and implications of 
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and difficult 
tasks that span mathematics, coding, vision, medicine, law, psychology and more, without needing any 
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level 
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of 
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version 
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis 
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more 
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and 
future research directions.

1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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Artificial intelligence (AI) researchers have been developing and refining large language models (LLMs) 
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding 
of learning and cognition. The latest model developed by OpenAI, GPT-4 [Ope23], was trained using an 
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version 
of GPT-4, when it was still in active development by OpenAI. We contend that (this early version of) GPT- 
4 is part of a new cohort of LLMs (along with ChatGPT and Google’s PaLM for example) that exhibit 
more general intelligence than previous AI models. We discuss the rising capabilities and implications of 
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and difficult 
tasks that span mathematics, coding, vision, medicine, law, psychology and more, without needing any 
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level 
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of 
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version 
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis 
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more 
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and 
future research directions.

1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.
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1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.

Sparks of Artificial General Intelligence: 
Early experiments with GPT-4 
S´ebastien Bubeck Varun Chandrasekaran Ronen Eldan Johannes Gehrke 
Eric Horvitz Ece Kamar Peter Lee Yin Tat Lee Yuanzhi Li Scott Lundberg 
Harsha Nori Hamid Palangi Marco Tulio Ribeiro Yi Zhang 
Microsoft Research 
Abstract 
Artificial intelligence (AI) researchers have been developing and refining large language models (LLMs) 
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding 
of learning and cognition. The latest model developed by OpenAI, GPT-4 [Ope23], was trained using an 
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version 
of GPT-4, when it was still in active development by OpenAI. We contend that (this early version of) GPT- 
4 is part of a new cohort of LLMs (along with ChatGPT and Google’s PaLM for example) that exhibit 
more general intelligence than previous AI models. We discuss the rising capabilities and implications of 
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and difficult 
tasks that span mathematics, coding, vision, medicine, law, psychology and more, without needing any 
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level 
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of 
GPT-4’s capabilities, we believe that it could reasonably be viewed as an early (yet still incomplete) version 
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis 
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more 
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond 
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and 
future research directions.

1 Introduction 
Intelligence is a multifaceted and elusive concept that has long challenged psychologists, philosophers, and 
computer scientists. There is no generally agreed upon definition of intelligence, but one aspect that is broadly 
accepted is that intelligence is not limited to a specific domain or task, but rather encompasses a broad range of 
cognitive skills and abilities. Building an artificial system that exhibits such broad behavior is a long-standing 
and ambitious goal of AI research. In early writings, the founders of the modern discipline of artificial in
telligence (AI) research called out sets of aspirational goals for understanding intelligence [MMRS06]. Over 
decades, AI researchers have pursued principles of intelligence, including generalizable mechanisms for reason
ing (e.g., [NSS59], [LBFL93]) and construction of knowledge bases containing large corpora of commonsense 
knowledge [Len95]. However, many of the more recent successes in AI research can be described as being 
narrowly focused on well-defined tasks and challenges, such as playing chess or Go, which were mastered by 
AI systems in 1996 and 2016, respectively. In the late-1990s and into the 2000s, there were increasing calls 
for developing more general AI systems (e.g., [SBD+96]) and scholarship in the field has sought to identify 
principles that might underly more generally intelligent systems (e.g., [Leg08, GHT15]). The phrase, “artifi- 
cial general intelligence” (AGI), was popularized in the early-2000s (see [Goe14]) to emphasize the aspiration 
of moving from the “narrow AI”, as demonstrated in the focused, real-world applications being developed, to 
broader notions of intelligence, harkening back to the long-term aspirations and dreams of earlier AI research. 
We use AGI to refer to systems that demonstrate broad capabilities of intelligence, including reasoning, plan
ning, and the ability to learn from experience, and with these capabilities at or above human-level. We discuss 
other definitions of AGI in the conclusion section. 
The most remarkable breakthrough in AI research of the last few years has been the advancement of 
natural language processing achieved by large language models (LLMs). These neural network models are 
based on the Transformer architecture [VSP+17] and trained on massive corpora of web-text data, using at its 
core a self-supervised objective of predicting the next word in a partial sentence. In this paper, we report on 
evidence that a new LLM developed by OpenAI, which is an early and non-multimodal version of GPT-4 
[Ope23], exhibits many traits of intelligence. Despite being purely a language model, this early version of 
GPT-4 demonstrates remarkable capabilities on a variety of domains and tasks, including abstraction, com
prehension, vision, coding, mathematics, medicine, law, understanding of human motives and emotions, and 
more. We interacted with GPT-4 during its early development by OpenAI using purely natural language 
queries (prompts)1 . In Figure 1.1, we display some preliminary examples of outputs from GPT-4, asking it to 
write a proof of infinitude of primes in the form of a poem, to draw a unicorn in TiKZ (a language for creating 
graphics in LATEX), to create a complex animation in Python, and to solve a high-school level mathematical 
problem. It easily succeeds at all these tasks, and produces outputs that are essentially indistinguishable 
from (or even better than) what humans could produce. We also compare GPT-4’s performance to those of 
previous LLMs, most notably ChatGPT, which is a fine-tuned version of (an improved) GPT-3 [BMR+20]. 
In Figure 1.2, we display the results of asking ChatGPT for both the infinitude of primes poem and the TikZ 
unicorn drawing. While the system performs non-trivially on both tasks, there is no comparison with the 
outputs from GPT-4. These preliminary observations will repeat themselves throughout the paper, on a great 
variety of tasks. The combination of the generality of GPT-4’s capabilities, with numerous abilities spanning 
a broad swath of domains, and its performance on a wide spectrum of tasks at or beyond human-level, makes 
us comfortable with saying that GPT-4 is a significant step towards AGI. 
Our claim that GPT-4 represents progress towards AGI does not mean that it is perfect at what it does, 
or that it comes close to being able to do anything that a human can do (which is one of the usual definition 
of AGI; see the conclusion section for more on this), or that it has inner motivation and goals (another key 
aspect in some definitions of AGI). In fact it is not fully clear how far GPT-4 can go along some of those 
axes of intelligence that we focus on, e.g., planning (see Section 8), and arguably it is entirely missing the 
1
As GPT-4 ’s development continued after our experiments, one should expect different responses from the final version of GPT- 
4. In particular, all quantitative results should be viewed as estimates of the model’s potential, rather than definitive numbers. We 
repeat this caveat throughout the paper to clarify that the experience on the deployed model may differ. Moreover we emphasize 
that the version we tested was text-only for inputs, but for simplicity we refer to it as GPT-4 too. 
4GPT-4 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
GPT-4: 
Yes, I think I can, 
Though it might take a clever plan. 
I’ll start by noting Euclid’s proof, 
Which shows that primes aren’t just aloof. 
Assume we have a finite list, 
Of primes, and that none have been missed. 
Multiply them all together, 
And add one, just to be clever. 
The result will be a number, 
That has no prime factors, oh wonder! 
But every number has a prime, 
That divides it, it’s just a matter of time. 
So we’ve found a contradiction, 
And our finite list needs eviction. 
There must be infinitely many primes, 
And that’s the end of my rhyming lines.s 
Prompt: Draw a unicorn in TiKZ. 
GPT-4: 
[Produces LATEX compiling to 
following picture.] 
Prompt: Can you generate a pyplot for the following data: x = [1, 3, 5, 6, 8], y1 = [2, 3, 5, 18, 1], y2 = [3, 5, 6, 8, 1], y3 = 
[5, 1, 2, 3, 4], y4 = [9, 7, 2, 3, 1]. I want y1, y2 to be in the same plot, but y3 is in another plot next to that plot, y4 is in 
below. I want the legend of y1 to be ”bob”, y2 to be ”alice”, y3 to be ”bilbo”, y4 to be ”allie”. I want the x-axis to be 
labeled with ”time” and y axis to be labeled with ”money”. I want to add a 10 %-40% random error bar to each curve, 
through all times (including non-integers). I want smoothed curves to show the plot, and smoothed error bar. Do not 
use linear interpolation, use smooth interpolation! I want to also add some small zig-zag to the smoothed curve to make 
it look more real. I want to put a baseline as the mean of each line. I want to put a pie chart below indicating the 
fraction of the four people in each time step. I also want an animation to show how the fractions are changing in the 
pie chart in **continuous time**. Interpolate the missing fractions! I also want vertical line animation in other three 
plots to match the pie chart. I want the fanciest plot. Please add as many fancy things as possible. 
Here is a possible code to generate a pyplot for the following data, with some comments to explain the steps: 
GPT-4: [We give two snapshots from the animation resulting from the produced code] 
Prompt: Suppose g(x) = f−1 (x), g(0) = 5, g(4) = 7, g(3) = 2, g(7) = 9, g(9) = 6 what is f(f(f(6)))? 
GPT-4: There are different ways to approach this problem, but one possible method is to use the fact that g(x) = 
f−1 (x) implies that f(g(x)) = x for any x in the domain of g. That is, applying f to both sides of the equation 
g(x) = f−1 (x) gives f(g(x)) = f(f−1 (x)) = x. This means that we can undo the effect of f by applying g, and vice 
versa. Using this idea, we can try to find f(6) by looking for the value of x such that g(x) = 6. From the given 
information, we see that g(9) = 6, so f(6) = f(g(9)) = 9. Similarly, we can find f(9) by looking for the value of x such 
that g(x) = 9. We see that g(7) = 9, so f(9) = f(g(7)) = 7. Finally, we can find f(7) by looking for the value of x such 
that g(x) = 7. We see that g(4) = 7, so f(7) = f(g(4)) = 4. Therefore, f(f(f(6))) = f(f(9)) = f(7) = 4. 
Figure 1.1: Preliminary examples of GPT-4’s capabilities in language, vision, coding, and mathe
matics. 
5ChatGPT 
Prompt: Can you write a proof that there are infinitely 
many primes, with every line that rhymes? 
ChatGPT: 
Sure! Here is a proof that there are infinitely many primes, 
with each line of the proof rhyming: 
Consider the set of all primes. 
Call this set P and let it start with just two, the first 
prime. 
If we take all the primes in P and add one, 
We get a new set of numbers that has never been done. 
This set, call it S, is composed of only composite numbers. 
No primes will be found among them, that’s for sure. 
But we know that there must be at least one prime, 
Since S is infinite, and that much is clear. 
If we take the smallest number in S that is not in P, 
And call it p, we can add it to our set, don’t you see? 
But this process can be repeated indefinitely. 
Thus, our set P must also be infinite, you’ll agree. 
So there you have it, a proof that’s quite solid. 
There are infinitely many primes, that much we can see. 
No need to be coy, no need to be contrite. 
Infinity is a big number, just like P. 
Prompt: Draw a unicorn in TiKZ. 
ChatGPT: [Produces LATEX compiling 
to following picture.] 
Figure 1.2: ChatGPT output on the first two prompts from Figure 1.1. 
learning from experience as the model is not continuously updating (although it can learn within a session, 
see Section 5 for example). Overall GPT-4 still has many limitations, and biases, which we discuss in detail 
below and that are also covered in OpenAI’s report [Ope23]. In particular it still suffers from some of the 
well-documented shortcomings of LLMs such as the problem of hallucinations [MNBM20] (see Figure 1.8) or 
making basic arithmetic mistakes [CKB+21] (see Appendix D), and yet it has also overcome some fundamental 
obstacles such as acquiring many non-linguistic capabilities (e.g., it solves most of the LLM failure modes 
described in [MIB+23], and it also made great progress on common-sense, see Figure 1.7 for a first example 
and Appendix A for more). This highlights the fact that, while GPT-4 is at or beyond human-level for many 
tasks, overall its patterns of intelligence are decidedly not human-like. However, GPT-4 is almost certainly 
only a first step towards a series of increasingly generally intelligent systems, and in fact GPT-4 itself has 
improved throughout our time testing it, see Figure 1.3 for the evolution of the unicorn drawing over the 
course of a month of training2 . Even as a first step, however, GPT-4 challenges a considerable number of 
widely held assumptions about machine intelligence, and exhibits emergent behaviors and capabilities whose 
sources and mechanisms are, at this moment, hard to discern precisely (see again the conclusion section for 
more discussion on this). Our primary goal in composing this paper is to share our exploration of GPT-4’s 
capabilities and limitations in support of our assessment that a technological leap has been achieved. We 
believe that GPT-4’s intelligence signals a true paradigm shift in the field of computer science and beyond.


